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Motivation

I There are many statistical models with intractable (or difficult to
evaluate) likelihood functions.

I Composite likelihoods provide a generic approach to overcome this
computational difficulty.

I A natural idea in a Bayesian context is to consider the approximate
posterior distribution

πcl(θ|y) ∝ fcl(y |θ)π(θ).

I Surprisingly, there has been very little study of such a mis-specified
posterior distribution.



Motivation
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Introduction

I We focus on the exponential random graph model – widely used in
statistical network analysis.

I The pseudolikelihood function provides a low-dimensional
approximation of the ERG likelihood.

I We provide a framework which allows one to calibrate the
pseudo-posterior distribution.

I In experiments our approach provided improved statistical efficiency
wrt to more computationally demanding Monte Carlo approaches.



Exponential random graph model

f (y |θ) =
exp{θT s(y)}

z(θ)
=

qθ(y)

z(θ)
.

I y observed adjaceny matrix with n nodes where yij = 1, if there an
edge connecting nodes i and j ; otherwise, yij = 0.

I s(y) ∈ Rk is a known vector of sufficient statistics.

I θ ∈ Rk is a vector of parameters.

I z(θ) is a normalizing constant.

z(θ) =
∑

all possible graphs

exp{θts(y)}.

I 2(n
2) possible undirected graphs of n nodes.

I Calculation of z(θ) is infeasible for non-trivially graphs.
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Model specification: Network statistics
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Pseudolikelihood approximation (Besag, ’74), (Strauss and Ikeda, ’90)

fpl(y |θ) =
∏
i 6=j

p(yij |y−ij , θ)

=
∏
i 6=j

p(yij = 1|y−ij , θ)yij

{1− p(yij = 1|y−ij , θ)}yij−1
,

where y−ij denotes y \ yij .

, Each factor in the product is a Bernoulli random variable.

, Estimation is equivalent to logistic regression.

/ Assumes the collection {yij |y−ij} are mutually independent.
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Bayesian inference

π(θ|y) =

(
q(y |θ)

z(θ)
p(θ)

)
· 1

π(y)

I Challenging to sample from the posterior distribution.

I π(θ|y) often called a doubly–intractable distribution.

1. Approximate Exchange algorithm (AEA) (Caimo and Friel, 2011).

2. Bottleneck: requires a sample from f (y |θ).



Exchange algorithm (Murray et al, 2006)

I An auxiliary variable scheme to sample from the augmented
distribution:

π(θ′, y ′, θ|y) ∝ f (y |θ) · π(θ) · h(θ′|θ) · f (y ′|θ′), (1)

I p(y ′y ′y ′|θ′): the same distribution as the original distribution on which
the data y is defined.

I h(θ′|θ) arbitrary distribution for the augmented variable θ′.

I Crucially, this require a draw from f (y ′|θ′) at each iteration. Perfect
sampling is not feasible for ERGMs.

I Pragmatic solution: Run M transitions of a Markov chain targetting
f (y |θ′).



Algorithm 1: Approximate Exchange algorithm (AEA)

1 Input: initial setting θ, number of iterations T.;
2 Output: A realization of length T from π(θ|y) ;

3 for t = 1, . . . ,T do
4 Propose θ′ ∼ h(·|θ(t));

5 Propose y ′ ∼ RM(·|θ′) [”tie-no-tie” (TNT) sampler];

6 Exchange move from (θ(t), y), (θ′, y ′) to (θ′, y), (θ, y ′) with prob

7 α = min

{
1, q(y ′|θ(t))

q(y |θ(t))
p(θ′)
p(θ(t))

h(θ(t)|θ′)
h(θ′|θ(t))

q(y |θ′)
q(y ′|θ′) ×��

�
��H

HHHH

z(θ(t))·z(θ′)
z(θ′)·z(θ(t))

}
θ(t+1) ← θ′;

8 end

The Bergm package in R implements the AEA (Caimo and Friel, 2014).
(See Anto’s tutorial for more details).



I Intuitively one expects that the number of auxiliary iterations, M, is
proportional to # of dyads of the graph, n2.

I This is supported by:

Invariant distribution of approximate exchange converges to the true
target as # of auxiliary iterations, M, increases (Everitt, 2012).

Exponentially slow convergence of TNT sampling from an ERG model
(Bhamidi et al., 2011).

I Conservative approach: choose a large M...

I Computationally intensive procedure for larger graphs due to
exponentially long mixing time for auxiliary draw from the likelihood.



Pseudo-posterior distribution

I Replace true likelihood f (y |θ) with a misspecified pseudolikelihood.

πpl(θ|y) ∝ fpl(y |θ) · π(θ)

I Straightforward to sample from πpl(θ|y) using an MH sampler.

Calibration approach

1. Mode adjustment of πpl(θ|y).

2. Curvature adjustment of πpl(θ|y).



Calibration approach
Notation:

I π: the target distribution.
I ν(θ) = πpl(θ|y) the misspecified target.

I ν1(θ) = π
(1)
pl (θ|y) the mean–adjusted target.

I ν2(θ) = π
(2)
pl (θ|y) the fully calibrated target after curvature

adjustment.

arg max
Θ

π = θ∗, H π(θ) |θ∗ = H∗,

arg max
Θ

ν = θ̂PL, H ν(θ) |θ̂PL
= ĤPL.

Objective
Given a sample from ν, find a mapping φ : Θ→ Θ, where the corrected
samples φ(θ) = (φ(θ1), φ(θ2), . . .) satisfy:

arg max
θ
ν2 = θ∗, H ν2(θ) |θ∗ = H∗.
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Our approach requires estimation of the MAP and Hessian of π(θ|y).

Two key facts:

1. ∇θ log π(θ|y) = s(y)− Ey |θ [s(y)] +∇θ log π(θ).

2. ∇2
θ log π(θ|y) = Vy |θ [s(y)] +∇2

θ log π(θ).



Mean Adjustment (correct the mode of ν)

I Need ν1(θ) = ν(θ − τ0), τ0 = θ∗ − θ̂pl , to admit θ∗ as its mode.

I Mapping: φ1 : θ → θ + θ∗ − θ̂pl .

I Denote ξ = (ξ1 = φ1(θ1), ξ2 = φ1(θ2), . . .).

I θ∗ (stochastic optimization): ∇θ log f (y |θ) = Ey |θ [s(y)].

I θ̂pl (BFGS): standard logistic regression theory.



Curvature Adjustment (Match H ν1(θ) |θ∗ with H∗)

I Obtain ν2 using ν2(θ) = ν1(W (θ − θ∗) + θ∗), for some W ∈Md(R)
so that:

H ν2(θ) |θ∗ = W TH ν1(θ) |θ∗W = W T ĤPLW .

I Sufficient to choose W = M−1N where −H∗ = NTN and
−ĤPL = MTM.

I Samples ζi = φ(θi ) = φ2 ◦ φ1(θi ) obtained through

φ : θ → V0(θ + 2θ∗ − θ̂PL)− θ∗, where (V T
0 V0)−1 = W TW .

See Ribatet et al. (2012) for a similar approach.

Note:

I φ1 and φ2 are non–commutative operators.

I Samples ζi = φ2 ◦ φ1(θi ) 6= ζ ′i = φ1 ◦ φ2(θi ).



Algorithm 2: Calibration of pseudo-posterior

1 Input: Unadjusted pseudo–posterior draws, θt , t = 1, . . . ,T;
2 Output: Mean and curvature–adjusted pseudo–posterior samples, ζt , t = 1, . . . ,T;

3 MAP estimation;

4 Estimate θ̂PL (BFGS algorithm);

5 Estimate θ̂∗ (Robbins–Monro algorithm) based on a Monte Carlo estimator of ∇θ log π(θ|y);

6 Curvature Adjustment;

7 Estimate ĤPL using logistic regression;

8 Estimate H∗ based on a Monte Carlo estimator of ∇2
θ log π(θ|y);

9 Perform Cholesky decompositions of H∗, ĤPL: −H∗ = NTN, −ĤPL = MTM;

10 Calculate W0 = M−1N;

11 Calculate transformation matrix V0 with a Cholesky decomposition, (V T
0 V0)−1 = W T

0 W0;

12 return Adjusted samples ζt = V0(θt + 2θ∗ − θ̂PL)− θ∗, t = 1, . . . ,T.



Applications

I Two real networks of increasing complexity.

I Non-informative Multivariate Normal prior distributions.

I Standard software to perform Bayesian logistic regression (to sample
from the pseudo-posterior):

I statnet suite: response vector and matrix of change statistics. Data in
aggregated form enabling faster computations.

I MCMC sampling was performed with MCMCpack.

I The combination of these two steps provides an easy-to-use framework
to perform fast Bayesian inference from the pseudo-posterior
distribution.



I Edges represent direct road connections between European cities.

I Posterior distribution:
π(θ|y) ∝ 1

z(θ) · exp
[
θ1

∑
i<j yij + θ2

∑
i<j<k yikyjk

]
· π(θ).

Figure: International E-road network graph.



How many auxiliary iterations, M , are needed?

I Here we assess the number of auxiliary iterations needed for AEA.

I Groundtruth: AEA using M = 500, 000 auxiliary iteration.

I Compared with AEA for increasing values of M.

I Total-variation distance: TV (f , g) = 1
2

∫
|f (θ)− g(θ)| d θ, between

groundtruth AEA and a shorter run of AEA. Average TV based on
20 independent runs of AEA.

Auxiliary Iterations 100 300 500 103 3× 103

Average TV 0.665 0.603 0.598 0.545 0.234
SE of mean (×10−4) 20 28 30 27 21

Auxiliary Iterations 5× 103 104 2× 104 4× 104 105

Average TV 0.075 0.029 0.029 0.030 0.028
SE of mean (×10−4) 19 16 11 16 15



θ1 (Edges) θ2 (2-stars) TV

Pseudoposterior -4.496 (0.089) -0.388 (0.021) 0.753
Mean + Curvature adjusted -4.840 (0.130) -0.311 (0.031) 0.025

AEA (104 aux. iters) -4.846 (0.133) -0.305 (0.030) 0.029
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Performance assessment

Efficiency ratio (ER) =
ESS

CPU
Relative ER =

ER

ER(AEA)

Calibration phase CPU (s) ESS ER Relative ER
Pseudo–posterior 14.36 3638 253.34 816.23
Robbins–Monro (50 iters) 11.86 – – –
Mean + Curvature adjustment 8.87 – – –
Total 35.09 3638 103.67 333.41
AEA (104 aux. iters) 174.63 1826 10.45 32.71
AEA (5× 105 aux. iters) 6297.96 1927 0.31 1



I Friendship relations in a school community of 205 students.
I 203 undirected edges (mutual friendships).

Figure: Faux Mesa High School friendship network graph.



I Model defined by the following 8 network statistics:
s1(y) =

∑
i<j yij

s2(y , x) =
∑

i<j yij{I(gradei=7) + I(gradej=7)}
s3(y , x) =

∑
i<j yij{I(gradei=8) + I(gradej=8)}

s4(y , x) =
∑

i<j yij{I(gradei=9) + I(gradej=9)}
s5(y , x) =

∑
i<j yij{I(gradei=10) + I(gradej=10)}

s6(y , x) =
∑

i<j yij{I(gradei=11) + I(gradej=11)}
s7(y , x) =

∑
i<j yij{I(gradei=12) + I(gradej=12)}

s8(y) = v(y , φv ),

I GWESP: v(y , φv ) = eφv
∑n−2

i=1

{
1−

(
1− e−φv

)i}
EPi (y), φv = 1.

I EPi (y): the edgewise shared partners
(# edges in y between two nodes that share exactly i neighbours in
common).



Table: Posterior parameter estimates (mean and standard deviation) obtained
by the AEA sampler with an increasing number of auxiliary iterations.

Auxiliary Iterations θ1 θ2 θ3 θ4

50 -6.641 (0.757) 2.613 (1.477) 2.122 (2.411) 2.495 (2.260)
100 -6.561 (0.500) 2.365 (0.863) 2.076 (1.424) 2.430 (1.347)
500 -6.505 (0.252) 2.251 (0.401) 2.026 (0.563) 2.308 (0.527)
1× 103 -6.471 (0.204) 2.156 (0.298) 1.971 (0.447) 2.204 (0.400)
5× 103 -6.267 (0.166) 1.875 (0.223) 1.902 (0.288) 1.944 (0.298)
1× 104 -6.209 (0.162) 1.855 (0.203) 1.951 (0.247) 1.921 (0.267)
2× 104 -6.192 (0.166) 1.897 (0.212) 2.057 (0.239) 2.000 (0.243)
4× 104 -6.166 (0.171) 1.926 (0.212) 2.117 (0.233) 2.045 (0.243)
1× 105 -6.149 (0.196) 2.012 (0.221) 2.195 (0.239) 2.058 (0.277)
5× 105 -6.103 (0.177) 2.052 (0.202) 2.225 (0.221) 2.051 (0.259)

Auxiliary Iterations θ5 θ6 θ7 θ8

50 3.886 (3.479) 2.827 (3.526) 3.497 (4.960) 2.265 (0.989)
100 3.731 (2.115) 2.713 (2.446) 4.793 (3.884) 1.572 (0.539)
500 3.015 (0.805) 2.414 (0.897) 4.258 (1.551) 1.403 (0.214)
1× 103 2.913 (0.601) 2.406 (0.637) 4.082 (1.133) 1.367 (0.158)
5× 103 2.544 (0.432) 2.271 (0.409) 3.625 (0.625) 1.221 (0.106)
1× 104 2.371 (0.397) 2.303 (0.337) 3.479 (0.524) 1.152 (0.092)
2× 104 2.285 (0.379) 2.413 (0.284) 3.295 (0.485) 1.074 (0.078)
4× 104 2.218 (0.388) 2.446 (0.281) 3.119 (0.421) 1.024 (0.073)
1× 105 2.210 (0.385) 2.500 (0.274) 2.979 (0.406) 0.951 (0.065)
5× 105 2.213 (0.353) 2.506 (0.251) 2.839 (0.373) 0.885 (0.059)



θ1 θ2 θ3 θ4

Pseudo–posterior -6.250 (0.163) 1.805 (0.223) 1.821 (0.281) 2.090 (0.290)
Mean + Curvature adjusted -6.104 (0.181) 2.051 (0.211) 2.238 (0.224) 2.061 (0.259)
AEA (5× 105 aux. iters) -6.103 (0.177) 2.052 (0.202) 2.225 (0.221) 2.051 (0.259)

θ5 θ6 θ7 θ8

Pseudo–posterior 2.353 (0.395) 2.487 (0.331) 2.827 (0.539) 1.136 (0.053)
Mean + Curvature adjusted 2.208 (0.364) 2.501 (0.261) 2.859 (0.411) 0.889 (0.057)
AEA (5× 105 aux. iters) 2.213 (0.353) 2.506 (0.251) 2.839 (0.373) 0.885 (0.059)



I High–dimensional model: increased computational time for the AEA.

I Calibrated pseudo-posterior shows increased statistical efficiency
compared to AEA.

Calibration stage CPU (s) ESS ER Relative ER
Pseudo–posterior 11.71 1554 132.78 44,259
Robbins–Monro (50 iters) 12.73 – – –
Mean + Curvature adjustment 4.42 – – –
Total 28.86 1554 53.85 17,949
AEA (1× 105 aux. iters) 4,607.82 130 0.028 8.33
AEA (5× 105 aux. iters) 40,212.43 124 0.003 1



Concluding remarks

I fpl(y |θ) is a tractable approximation of f (y |θ).

I But it is a misspecified model and can yield poor performance when
used a plug-in replacement for f (y |θ) in a posterior distribution.

I We provided an approach to calibrate samples from the approximate
pseudo–posterior distribution.

I Outperforms AEA in terms of computational time; scales well to
realistic–size problems.

I Calibrating Bayesian composite likelihoods is an under-developed area
and is worthy of further study.
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