
Decoupled shrinkage and selection for Gaussian
graphical models

Beatrix Jones

Institute of Natural and Mathematical Sciences
Massey University (Albany)

Joint work with Gideon Birstricer (Massey Honors Student)
Carlos Carvalho (U. Texas Austin) Richard Hahn (U. Chicago)



Model Selection?

I Deciding which relationships are important/ which parameters
are non-zero.

I Linear regression–which β’s are zero? (Hahn and Carvalho
2014)

Y = β0 + β1X1 + β2X2 + . . .+ βpXp + ε

I Covariance modeling–which elements of the inverse covariance
are non-zero. 
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EG for Fisher’s iris data:

Ω̂ =


10.3 −3.4 −9.8 1.8
−3.4 15.6 1.1 −8.3
−9.8 1.1 13.2 −2.8

1.8 −8.3 −2.8 18.9

 Model Selection−→


10.3 −2.5 −9.6 0.0
−2.5 15.5 0.0 −7.9
−9.6 0.0 13.1 −1.1

0.0 −7.9 −1.1 19.0
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Bayesian model selection for GGMs

Based on a sample from the posterior of Ω

I Unconstrained model selection computationally difficult (no
closed form marginal likelihood).

I Decomposable (triangulated) models more tractable, but still
computationally intensive.

I Does collection of decomposable models in the posterior
suggest the true non-decomposable model?
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Alternative: Penalized likelihood

I Lasso Penalize the absolute value of the off diagonal elements
(glasso package, Hastie and Tibshirani)

I Adaptive Lasso (Fan, Feng and Wu, 2009) Separate lasso
penalties for each off diagonal element, ∝ 1/

√
ω̂ij) with

proportionality constant chosen by cross validation. Sets some
elements equal to zero without shrinking the non zero
elements too much.

I Both Fast–optimizing a convex function

I Doesn’t care about decomposable/non-decomposable



Results: 35 variable cycle, n=1000

x=adaptive lasso, o=MAP decomposable graph 4=ML restricting
to edges > 0.8 posterior probability

number of edges



Conventional Loss function–prediction

Let Γ be our choice for Ω

I Reward predictive accuracy, as measured by the expected
negative log likelihood of n∗ future observations X̃ :

L(Γ) = E (− log det(Γ) + tr(X̃ X̃ ′Γ/n∗))

= − log detΓ + tr(Σ̄Γ)

I Minimized at Σ̄

I Σ̄−1 need not be sparse even if the contributing models are all
sparse.



Conventional Loss function–edge recovery

I Trading off sensitivity and specificity of non-zero edges
selected:

L(Γ) =
∑
i /∈Γ

A Pr(Model includes edge i)

+
∑
j∈Γ

B Pr(Model does not include edge j)

I Our ‘extra’ edges in the decomposable model failed to have
low probability, despite corresponding to parameters close to
zero.



A loss function for sparse predictors

Combine (almost) the two preceding loss functions, with λ
governing their relative importance:

Lλ(Γ) = λ‖Γ‖0 − log(det(Γ)) + tr(Σ̄Γ))

Note setting Γij = 0 when Ωij 6= 0 only penalized insofar as it
reduces the log likelihood.

Best Γ for a range of λ can be approximated via the adaptive lasso
applied to Σ̄. Pick adaptive lasso tuning parameter that gives the
sparsest model with an acceptable fit.



What is an acceptable fit?

Let fit(Γ) = log(det(Γ))− tr(X̃ X̃ ′Γ/n∗)) This is a random
variable.

E (fit) maximized at Γ = Σ̄−1. Consider distribution of fit(Σ̄), by

taking samples k = 1 . . .K of X̃k X̃k
′
/n∗ (or for n∗ large

equivalently Σk) from the posterior.

fit(Σ̄|Σk) = −log(det(Σ̄−1)) + tr(ΣkΣ̄−1)

Create a credible interval using central 95%. Consider this a range
of acceptable fits. Find the sparsest model in this range; use the
best fitting version of this model.



Visualize the fit-sparsity trade off
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Comments

I Replicated simulation study from Fitch, Jones, and Massam
(2014); good performance across a range of conditions.

I Limited by the quality of the posterior–eg missing edges for
small sample sizes.

I Sample covariance rather than Σ̄ works well for large samples–
key is envelope suggests something sparser than, say , cross
validation.

I Can we use a more naive, but faster, method to come up with
the envelope?



Bayesian Factor Analysis

I “bfa” package, J. Murray (2015)

I Structural shrinkage via factor modelling, priors also induce
shrinkage of the individual elements.

I p/2 seems to work well for number of factors.

I FAST. Adpative lasso bits and bfa bits take similar amounts
of time.



Similar results for model selection
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Example: Metabolomics data

I From Illig et al Nature Genetics 2010. Levels of small
molecules mesured by gas chromotography.

I 151 metabolites, 1020 people (serum samples)

I Previously analysed via a testing approach in Krumsiek et al
2011 BMC systems biology



Metabolomics graph

4.0e-08 6.0e-08 8.0e-08 1.0e-07 1.2e-07

10
6

10
7

10
8

10
9

11
0

Tuning parameter for Adaptive Lasso

fit

7923 7680 7540 7463 7425 7392 7379 7369 7358 7352

A. Lasso estimate
ML estimate with AL structure
credible envelope

edges



Results

Red=near 1, palest yellow= near 0.

Absolute partial correlations

sph.myelins lyso PCs diacyl PCs acyl alkyl PCs amino acids acyl carnitines



Comments

I Modular structure (still) visible

I Thresholding partial correlations and fitting a ML estimate
with that zero structure gives similar results.

I Not particularly sparse–underlying global correlation from
instrument, biomass effects?

I Computational speed up allows use for data exploration.



Future Work

I Will this work with any covariance posterior? When is “real”
graphical modelling important?

I Useful for classifying ’unknown’ compounds observed in gas
chromotography?

I What is the version of this for case-control data, where the
priority is detecting differences?


